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1 Introduction

1.1 Motivation

Password authentication is of central importance today due to the vast amounts of private data
associated with online user accounts. An attacker that gets control of an authentication server or
database could potentially cause tremendous losses by misusing the stored data. If user credentials
are stored on the server in plaintext i.e. say in tuples of the form (username, password), then such
an attacker has direct access to the user accounts. In order to avoid this scenario, credentials are
stored in the form of (username, f(password, salt), salt) where salt is a randomly sampled string.
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A login request (username, pwd) then authenticates by computing f(pwd, salt) and validating it
against the stored, computed value of f(password, salt). An attacker who breaches such a server
still has to perform potentially extensive computation to compute/find a password that evaluates
to the stored f(password, salt) i.e. crack password. The security of a user’s account thus largely
depends on the security provided by the function f(·). On the one hand, f(·) should be chosen to
be expensive enough that it deters or disincentivizes attackers from attempting to crack passwords.
On the other hand, f(·) cannot be chosen to be too hard to compute, as that hinders usability of
the authentication system by increasing the time a user has to wait for successful authentication.

Until quite recently, the function f(·) was based on hash iteration — i.e. evaluating a standard
hash function sequentially, a large number of times where the output of one evaluation was the
input to the next. However, the rise of cheap custom hardware such as ASICs (Application-Specific
Integrated Circuits) allow hash function evaluations at tremendous rates (trillions per second!).
This renders the cost of computing functions such as SHA256 or MD5 orders of magnitude smaller
on ASICs than on personal devices. Due to the sheer scale at which such hardware can compute
standard hash functions, offline breaches have affected billions of users worldwide.

In order to better understand offline breaches, Blocki, Harsha and Zhou [BHZ18] recently con-
sidered a profit-motivated attacker model, introducing payoffs and costs associated with cracking
user passwords. Then, a profit-motivated attacker cracks passwords only until the payoffs acquired
are larger than than the costs incurred. Blocki et. al show that even assuming low payoffs for
cracked passwords along with substantially diminishing marginal returns, the standard functions
PBKDF2 and BCRYPT provide insufficient protection against such a profit-motivated attacker.

Thus there is a need for functions that are expensive to compute by attackers on specialized
hardware, yet fairly fast for users to compute on standard personal computers. Percival [PER09]
observed that memory costs tend to be relatively uniform across various computer architectures and
therefore suggested the use of Memory Hard Functions (MHFs) for password hashing. Intuitively,
MHFs exploit the cost of memory usage over the period of computation. ASICs have limited
memory and thus cannot efficiently parallelize evaluations that require high space over the period
of evaluation.

Alwen and Serbeninko [AS15] recently showed that to design a secure side channel attack resis-
tant MHFs, it is sufficient to find graphs with high parallel cumulative pebbling cost. Subsequently
it was proven that such graphs are characterized by depth-robustness, the property which allows
graphs, specifically directed acyclic graphs (DAGs), to admit large paths even when some of its ver-
tices (and corresponding incoming/outgoing edges) are deleted. In particular, [AB16] showed that
depth-robustness is necessary and [ABP17a] further showed that depth-robustness is sufficient for a
graph to have high parallel cumulative pebbling cost. Thus determining whether a graph is depth
robust is of central importance in designing secure MHFs, and thus secure password authentication
systems. In this work, we study the complement property of depth reducibility in DAGs, which asks
how many vertices must be deleted from a DAG such that no long path exists. Besides its theoret-
ical appeal, such a property is of interest from the point of view of attackers as [AB16] shows how
to construct efficient attacks against depth-reducible DAGs (i.e. against functions constructed from
these DAGs) using their depth-reducing sets. We study this problem from a theoretical perspective
and provide various interesting insights and directions for future work.
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1.2 Related Work

Depth-robustness and Depth-reducibility are natural combinatorial properties of directed acyclic
graphs (DAGs) that were first studied in 1975 by Erdos, Graham and Szemeredi [EGS75], and fur-
ther by Valiant in 1977 [Val77]. With the observation that circuits could be represented as DAGs,
these properties were initially of interest due to their connections to the complexity of boolean func-
tions. However, they have recently witnessed remarkable connections to proving security/limitations
of cryptographic hash functions [BZ17], proofs of work [CP18, DN93], constructing and proving the-
oretical guarantees for memory-hard functions [ABP17b], etc. to name a few. Furthermore, these
properties are interesting and general enough to ask even on general graphs. Needless to say they
have been studied independently in the general setting across various fields and under several dif-
ferent names. We will focus on the depth-reducibility property and its extensions/characterizations
in literature.

NP-Completeness of the node-deletion-problem in various graph classes, including DAGs, was
studied by Lewis and Yannakakis [LY80]. [BKKS11] studied the complexity of the min-k-path-
vertex-cover-problem (k-PVCP), and showed that the problem was NP-hard to approximate to
within a factor of 1.3606 for k > 2, unless P = NP , via a simple reduction from Vertex Cover.
This work also established a linear time exact algorithm for k−PVCP on trees and studied upper
bounds on the size of k−PVCP w.r.t. the vertex degrees in the graph. Under the Unique Games
Conjecture, [Sve12, BLZ19] show that the DAG-Vertex-Deletion problem admits no constant factor
approximation, even on DAG instances having constant indegree. [FNS14] motivates the k−all-
paths-cover problem from the point of view of graph preprocessing for route planning and dynamic
queries in real-world networks and graphs. This work also gives an (approximation) algorithm that
empirically performs well on real-world graphs. We note that this is the same greedy algorithm that
[BHK+18] introduce for the DAG-vertex-deletion problem, albeit the latter is more efficient as it
uses dynamic programming.

From an FPT standpoint. [Lee19] gives anO(log k)-approximation algorithm for k-Path Transver-
sal that runs in time 2O(k3 log k)nO(1). However, for a modest k, exact algorithms parameterized by
the size e of the depth-reducing set have been obtained for the k−path vertex cover problem. In
particular, to decide whether a graph has a set of e nodes which intersect every path of length k,
the current best algorithms run in time O∗(1.713e) for k = 3 [Tsu19], O∗(2.619e) for k = 4 [Tsu18],
and O∗(4enO(1)) for k = 5 [CS19].

1.3 Preliminaries

We will henceforth denote G = (V,E) as a directed acyclic graph (DAG) on n vertices and m edges.
For sets A and B, we denote the set difference as A−B (i.e. A\(A ∩B)) and cardinality of set A
as |A|.

Definition 1. S ⊆ V is an (e, d)-depth reducing set for DAG G = (V,E) if

1. |S| = e.

2. subgraph induced by V − S has no path of length d.

If G = (V,E) has an (e, d)-depth reducing set, then we say that G is (e, d)-depth reducible. Other-
wise, we say that G is (e, d)-depth robust.
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Figure 1: Gadget for reduction from vertex cover to (e, d) depth reducibility.

2 NP-Hardness

Deciding whether a graph is (e, d)−depth reducible was shown to be NP-Complete by the compre-
hensive study [LY80]. This work establishes a general hardness result regarding a family of problems
on a family of graphs which subsumes (e, d)−depth reducibility. In this section we provide an ex-
plicit reduction that establishes hardness of the problem, and give a few interesting implications of
this hardness result. Our reduction will be from Vertex Cover on directed graphs. As the notion
of a vertex cover in directed graphs isn’t standard, we define it to mean the vertex cover cover the
underlying undirected graph formed by removing the edge orientations. In an undirected graph, a
vertex cover is a set of vertices that covers all edges i.e. each edge has at least one endpoint in the
vertex set. NP-Hardness of directed vertex cover follows from NP-Hardness of undirected vertex
cover, which was one of Karp’s original 21 NP-complete problems. One should note that under our
definition of directed vertex cover, the vertex cover of a directed graph is the same as that of any
directed graph formed by changing any orientations of its edges. We thus reduce directed k−vertex
cover to (k, d)−depth reducibility as follows: assume for simplicity that d is even.

• Given an input directed graph G and integer k, form an arbitrary ordering of the vertices.
Re-orient the edges such that the G′ graph is a DAG, and the ordering is a topological ordering.

• For each vertex u in G1, add two directed paths of length d−2
2 such that one path is directed

into u, and the other path is directed out of u, illustrated in figure 1. Call new graph as G2

Claim 1. G has a vertex cover of size at most k if and only if G2 has a d−depth reducing set of
size at most k.

Proof. Given a vertex cover S of size k in G, S is also a vertex cover for G1. Thus every edge of G1

must be covered by S. Any path of length at least d in G2 involves an original edge in G1, and thus
S is also a (k, d)−depth reducing set of G2. Conversely assume that S′ is a (k, d)−depth reducing
set in G2. If S′ has any vertices from the added paths to the vertices, then we may swap them out
for the nearest vertex from G1 and without increasing the depth of the graph (or drop the vertex
altogether if the nearest original vertex is already in S′). Since all length d paths go through the
original edges, and S′ has only original vertices from G1, the image of S′ in G1 and hence in G is a
valid vertex cover of size at most k.
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Theorem 1. (e, d)−depth reducibility is NP-Complete

The proof of Theorem 1 is a direct consequence of the above reduction. Now, [] show that vertex
cover is NP-hard to approximate within a factor of 1.3606. Since our reduction is approximation
preserving, the hardness results carry over to depth reducibility, giving the following direct corollary
to Theorem 1.

Corollary 1. It is NP-Hard to approximate the size of the minimum d−depth reducing set within
a factor of 1.3606.

In addition to corollary 1, we establish one more interesting corollary to Theorem 1. The
exponential time hypothesis (ETH) is a standard hardness assumption used in complexity theory.
It states 3-SAT cannot be solves in 2o(n) time, where n is the number of variables in the input
boolean formula. We know that there is a polynomial time reduction from 3SAT to Vertex Cover.
Furthermore, Theorem 1 establishes a polynomial time reduction from vertex cover to (e, d)−depth
reducibility. Thus we have the following corollary as direct consequences of these reductions.

Corollary 2. Under the exponential time hypothesis, there are no 2o(e) poly(n) or 2o(d) poly(n)
algorithms for deciding (e, d)−depth reducibility.

We conclude this section with two open problems that are worth exploring as consequences of
the above discussions:

1. Does there exist a 2o(e) poly(n) time 1.36 approximation algorithm for computing depth re-
ducing sets? If not, can one show hardness under ETH?

2. Does there exist a do(e) poly(n) exact algorithm for computing depth reducing sets? If not,
can one show hardness under ETH?

3 Branching Algorithms

Input: Directed acyclic G = (V,E), integers e, d ∈ [n]
Output: succ if G is (e, d)−Depth Reducible, fail otherwise.

DR(G, e, d)

1: if no path of length d exists in G then return succ
2: else if e = 0 then return fail
3:
4: Find a path P = (v1 · · · vd) of length d in G.
5: for v ∈ P do
6: Remove v and its incident edges from G to form G′.
7: if DR(G′, e-1, d) is succ then return succ

8: return fail

Algorithm 1: O(de(n+m)) time algorithm for deciding (e, d)-Depth Reducability

The next two propositions follow from the fact that every path of length d must have at least one
vertex in the depth reducing set. Furthermore, the size of the depth reducing set is at most e.
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Figure 2: An example where greedy algorithm doesn’t work well.

Proposition 1. Algorithm 1 returns succ for input DAG G and positive integers e, d iff G is (e, d)-
Depth Reducible.

Proposition 2. Algorithm 1 runs in O(de(n+m)) time.

Modified Branching Consider the following modification of the brute force algorithm. Let the
tree evolve till x steps. For the reduced graph, check all subsets of size e − x. This algorithm
has a runtime of O(dx · (n − x)e−x). This is improvement over the branching tree algorithm when
d > n− x. We can choose x to leverage this improvement.

4 Exponential Time Approximation Algorithm

Consider the greedy algorithm to compute depth reducing sets of a graph given by [BHK+18].
Consider n independent instances of the gadget in figure 2. The optimal size of depth d reducing
set is 4n – from each copy remove one vertex from every arm. This removes all length d paths.
However the greedy solution first takes vertex u since it witnesses the maximum number of paths in
each instance. After removing this vertex, the algorithm proceeds to remove one vertex from every
arm. Thus, it outputs a depth reducing set of size 5n. The approximation ratio is 5

4 . This can be
as worse as 3

2 for a gadget with just 2 arms instead of 4.
Next, we consider the following algorithm with the same greedy heuristic.

Input: Directed acyclic G = (V,E)
Output: S ⊆ V , S is a d depth reducing set.
1: P ← number of length d paths in G.
2: while more than Pe−ε paths remain do
3: Remove vertex though which highest number of length d paths pass.
4: In the reduced graph with atmost Pe−ε paths, calculate the minimum d reducing set exactly.
5: return Union of vertices removed in steps 3 and 4.

Algorithm 2: (1 + ε) approximation algorithm for computing d depth reducing set

Let DRd(G) denoted the minimum number vertices that need to removed such that no paths of
length d remain in the resulting graph.
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Lemma 1. Algorithm 2 is an (1 + ε) approximation to DRd(G)

Proof. Let P be the number of length d paths in G. Let’s assume the while loop runs s times
before it breaks. By pigeon hole principle, there exists one vertex that covers more than 1

DRd(G)
fraction of the remaining vertices at each iteration. Since we choose the vertex that covers the most
remaining paths, we choose must cover atleast 1

DRd(G) fraction of the remaining paths i.e. after the
first iteration atmost 1− 1

DRd(G) fraction of the paths remain. Similarly, after s iterations atmost(
1− 1

DRd(G)

)s
P ≤ (e−s/DRd(G) )P

paths remain. Thus, when the while loop breaks after s iterations,

s

DRd(G)
= ε =⇒ s = εDRd(G)

Let Gr be the resulting graph after loop breaks. DRd(Gr) must be less than DRd(G) . We output

s+DRd(Gr) ≤ DRd(G) (1 + ε)

Hence the approximation ratio is 1 + ε.

Claim 2. Algorithm 2 runs in time O((n− eε)e + demε) on G(m,n).

Proof. Let e = DRd(G) Computing the length d paths through each vertex takes O(dm) time using
dynamic programming. The while loop runs s = εe times, thus taking O(dmeε). When the while
loop breaks, we are left with n − εe vertices.The brute force algorithm in step 4, takes (n − εe)e
time. Total runtime is O((n− eε)e + demε).

5 Expected Number of Length d Paths in Graphs of Interest

We aim to bound the expected number of paths in the earlier version of Argon2i and DRSample.

Definition 2. Let A : [n]× [n] denote a adjacency probability matrix of a graph.

Aij = Pr[(vi, vj) ∈ G(E)]

Thus, adjacency probability matrix for a DAG with vertices considered in the topological order is
a upper triangular matrix.

Lemma 2. Let A be the adjacency probability matrix for a directed acyclic graph G : (V,E). Then,
(Ad)i,j gives the expected number of length d paths between vertices i and j. This implies 1TAd1
i.e. sum of all entries in Ad gives the expected number of length d paths in G.

Proof. We emphasize that if the graph were not acyclic, then the claim would hold for length d
walks. However, we note that in a DAG, every walk is a path. We can thus proceed to prove the
lemma using induction on d.
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Base case is d = 1 i.e. sum of entries in A gives the number of expected edges in the graph. This is
trivially true as shown

E[|E|] =
∑
i

∑
j

Pr[vi, vj ∈ E] =
∑
i

∑
j

Ai,j

For the inductive step, assume that the statement is valid for d−1. Furthermore, let Pd(u, v) denote
the number of length d paths between vertices u, v. Consider any two vertices u, v ∈ V , then

E[Pd(u, v)] =
∑
k

E[Pd−1(u, k)]× Pr[k, v ∈ E]

=
∑
k

(Ad−1)u,k ·Ak,v

= (Ad)u,v

Thus the statement is valid for all d.

Remark 1. Lemma 2 holds for expected number of length d walks in a directed graph.

Before moving on to analyzing specific graph distributions using properties of their adjacency
probability matrices, we state some linear algebraic observations of adjacency probability matrices
that may help in future analysis. Let A be such an n× n matrix.

• A is nilpotent i.e. there exists an r > 0 such that Ar = 0, where 0 is the zero operator.

• The characteristic polynomial of A is xn.

• A has n eigenvalues, all of which are 0.

• If the minimal polynomial of A (which we need to still calculate) turns out to be xn, then there
exists a cyclic vector with respect to A i.e. there is a vector α such that {α,Aα,A2α · · ·An−1α}
form a basis for the underlying n−dimensional vector space.

Argon2i Recall the construction of Argon2i with n vertices. Argon2i is a DAG with constant
indegree 2. Consider vertices in the topological order. Then,

∀i ∈ [1, n− 1], (vi, vi+1) ∈ E

∀i ∈ [3, n], ∀j ∈ [1, i− 2],Pr[(vj , vi) ∈ E] =
1

i− 2

For Argon2i, the adjacency probability matrix is defined as follows:

Ai,j =


1 . . . if j = i+ 1
1
j−2 . . . if j ≥ i+ 2

0 . . . Otherwise

We aim to bound the sum of entries in Ad. Consider the trivial evaluation

1TAd1 ≤ n||Ad||1 definition of 1-operator norm of matrix

≤ n||A||d1 submultiplicity of norms

= n2d
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This bound however is not helpful. Some other ways to bound the sum of entries include bounding
the exact sum, sum of entries in a row, and bounding the maximum entry in the matrix.
The code and figures here (link): have led to some interesting observations. The goal of this exercise
was to gain insights into the problem and come up with conjectures that can be proved theoretically
possibly through induction. Future work includes exploring this further.

6 New Future Directions

Failures In addition to the results and techniques presented in our main sections, the appendix
includes some of our failed approaches as well as other minor results. Appendix B describes a
quasi-polynomial approximation approach based on techniques for the directed orienteering problem
[CP05]. Appendix C Gives an LP based kernelization approach along with potential interesting open
problems, based on a similar approach for the kernelization of vertex cover. In both cases, we have
discussed potential directions for future work.

In addition to the open problems listed in the appendix and some of the main section, we present
a few interesting ideas that we are either currently exploring or hope to explore in the future.

1. The observations presented in section 5 regarding the probability adjacency matrix of graph
distributions imply a very simple Jordan Normal Form of the matrix. In particular, there exists
a basis in which the matrix is represented by an elementary Jordan matrix with characteristic
values 0 — This is an n× n matrix J with

Jij =

{
1 . . . if j = i+ 1

0 . . . otherwise

In other words, J has 1s along the diagonal just above the main diagonal, and zeros everywhere
else1. Since A is similar to J in the linear algebraic sense, There exists an invertible matrix
P such that A = PJP−1. Thus

Ad = (PJP−1)d = PJdP−1

Jd is trivial to compute, and so it suffices to find P i.e. the Jordan Basis, in order to bound
the expected number of length d paths in G.

2. An interesting direction that we are currently pursuing is to use the dual problem of maximiz-
ing the depth-reduced subgraph in a given graph i.e. finding the maximum cardinality subgraph
such that it has no length d−path. In addition to this, we are exploring the strengthening
of this problem by adding connectivity and source constraints. Specifically, we are currently
looking at proving a conditional result of the following flavor: A polynomial time constant fac-
tor approximation algorithm for maximum source-connected d−depth reduced subgraph implies
a PTAS or equivalently, APX-hardness for maximum source-connected d−depth reduced sub-
graph implies no polynomial time constant factor approximation algorithm. We are employing
techniques used in [CGI+19] for similar results.

1We would like to note that this may not be the exact Jordan form and that it still needs to be explicitly calculated.
however, the only places the actual Jordan form may differ is on the diagonal of 1s, of which some entries could be
zero. The overall matrix would still be “simple” due to all of its eigenvalues being zero
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3. Another potential approach worth exploring is to strengthen conditions on the underlying
graph and obtaining existential results via (variants of) Lovasz Local Lemma. Such results
could further be made constructive by recent resampling/backtracking algorithms.
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In this section, we state two known approximation algorithms for constructing min-depth reducing
sets.
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Input: Directed acyclic G = (V,E), d ∈ [n]
Output: (e, d)-Depth reducing set of G where e ≤ d · OPT

DR-APX(G, d)

1: R← φ
2: while Path of length d exists in G do
3: Find any length d path P in G
4: Add each vertex of P into R
5: Remove all vertices of P and their incident edges in G
6: return R

Algorithm 3: A simple polynomial time d-approximation algorithm for minimum depth-reducing
set

The following two propositions follow from the fact that every path of length d must have at
least one node in the depth reducing set. Furthermore, every iteration of the while loop removes at
least one node from the graph and so it can execute at most n times.

Proposition 3. For a DAG G, let e∗ be minimum such that G is (e∗, d)-Depth Reducible. Then,
on inputs G and d, Algorithm 3 returns a (e, d)-Depth Reducing set such that e ≤ de∗.

Proposition 4. Algorithm 3 runs in polynomial time.

For the second d−approximation algorithm, we give a reduction to the following problem:

Definition 3 (d−hitting set). Let S be a set of n elements, and S1 . . . Sm be subsets of S such that
|Si| = d for all i ∈ [m]. Then, H ⊆ S is a d-hitting set if H ∩ Si 6= φ for all i ∈ [m]

The optimization problem is to find a d−hitting set of minimum cardinality. This problem
admits a d approximation primal-dual algorithm. Setting vertices as the elements and d-length
paths as the subsets reduces our problem to an instance of d−hitting set.
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B Quasi-Polytime Approximation Algorithm

Input: Directed acyclic G = (V,E), integers s, t, d ∈ [n], i ≥ 0, X ⊆ V
Output: A (∗, d)-Depth Reducing set of G.

DR(G, s, t,X, i, d)

1: if no path of length d exists in G then return X
2: else if e = 0 then return X ∪G[s . . . t]
3:
4: Rmin ← G[1 . . . t]
5: for v ∈ G[s . . . t] do
6: R1 ← DR(G, s, v − 1, X, i−12 , d)
7: R2 ← DR(G, v + 1, t,X ∪R1 ∪ {v}, i−12 , d)
8: if |R2| < |Rmin| then Update Rmin ← R2

9: return Rmin

Algorithm 4: An algorithm for finding a Depth-Reducing set

Lemma 3. For any DAG G and t ∈ [n], Algorithm 1 may be used to find a (∗, d)-Depth Reducing
set of G[1 . . . t].

Motivation By the discussion in section 1, we know that it is Unique Games hard to approximate
min-depth reducing set in polynomial time. Thus the existence of a polytimeO(log n) approximation
algorithm, or even a quasi-polynomial time exact algorithm is open. In [CP05] Chekuri and Pal
give a quasi-polynomial time O(log n) approximation for the directed orienteering problem, in which
the goal is to find a walk in a weighted graph that visits a maximum number of nodes, subject to
an input budget constraint. Their algorithm was based on Savitch’s Theorem:

1. Guess the middle node of the optimal walk

2. Guess the optimal budget required to get there

3. Recurse on the two subpaths and maximize the vertex set visited by the concatenation of the
walks.

While the goal of the orienteering problem is very different from that of min depth reducing sets,
the algorithm presented in [CP05] has desired characteristics (runtime/apx ratio). This motivated
the attempt to apply a similar idea for approximating min-depth reducing sets quasi-poly time.

Roadblocks and Failures The initial idea was to guess the middle vertex of the optimal depth
reducing set, and recurse on both halves. This was based on the following observation:

Observation 1. Let R = {vi1 , · · · vie} be a depth reducing set for DAG G. Then Rk = {vi1 · · · vik}
is a depth reducing set for G[1 · · · vik ] for any k ≤ e.

Thus the subproblem definition of Algorithm 4 was as follows:

DR(G, s, t,X, i, d) : A depth reducing set of G[1 . . . t] such that

14



• DR(G, s, t,X, i, d) ∩G[1 . . . s− 1] = X

•
∣∣DR(G, s, t,X, i, d) ∩G[s . . . t]∣∣ ≤ i

Note that in the first condition of the subproblem definition, the augmenting set X is used for
feasability of the solution i.e. removing X from the returned set would destroys the fact that it
is a depth reducing set. This is not true for [CP05], which only require the augmenting set for
optimization.

C Kernelization Approaches

In this section we lay out our approaches to construct bounded sized kernels.

Definition 4. Let {P1, P2, . . . Pk} be a set of paths in a graph G = (V,E). {P1, P2, . . . Pk} are said
to be vertex disjoint through v if Pi ∩ Pj = {v} for all i, j ∈ [k] such that i 6= j.

Proposition 5. Let G be an (e, d)-depth reducible graph. Let v ∈ V be any vertex. If there exists
a set of paths {P1 · · ·Pk} such that

1. {P1 · · ·Pk} are vertex disjoint through v.

2. |Pi| ≥ d for all i ∈ [k].

3. k > e.

Then, v must belong to the depth reducing set of G.

Even with the above observation however, we do not currently know how to bound the size of
the kernel. This led to us pivoting to an LP based kernelization similar to vertex cover. Following
is the standard LP relaxation for min-depth reducing set.

Linear Program Relaxation for Min-Depth-Reducing-Set

minimize
∑
v∈V

xv

subject to
∑
v∈P

xv ≥ 1 . . . for all paths P of length d.

0 ≤ xv ≤ 1 . . . for all v ∈ V

Motivation The motivation for considering this LP was a result based on the standard vertex
cover LP. We first state the vertex cover result followed by our conjecture of for the depth-reducing
set LP.

Theorem 2 ([NT75]). The Vertex Cover L.P. always has a half-integral optimal solution i.e. there
always exists an optimal solution to the vertex cover L.P. such that xv ∈ {0, 12 , 1} for each vertex v.

Conjecture 1. The Min-Depth Reducing Set L.P. always has a 1
d−integral optimal solution i.e.

there always exists an optimal solution to the vertex cover L.P. such that xv ∈ {0, 1d ,
2
d , . . .

d−1
d , 1}

for each vertex v.
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Roadblocks and Failures Unfortunately, the claim for the vertex cover LP holds since every
edge has an even number of vertices (exactly two), and thus for an edge (u, v), one can add ε to
xu and subtract ε from xv to keep the object value same, but perturb the returned solution. This
case-by-case analysis fails for paths. Furthermore, in the case of vertex cover, this approach results
in a 2k poly(n,m) algorithm for k−vertex cover. If one were to prove the conjecture, one could
possibly only conclude a O(de poly(n,m)) algorithm for (e, d)-depth reduction, which we already
have from Algorithm 1.

Future Potential Proving Conjecture 1 may be an interesting result in itself. Furthermore,
[Lee19] builds on the same linear program to give a O(log d) approximation algorithm for this
problem. It would be interesting to see if that approach would benefit from the input graph being
a DAG, or even from conjecture 1.
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